
Choice
argmax p → candidate ID

Valid-candidate softmax
raw probabilities

Scalar scorer, specific to type
LN → Linear768 → GELU → Linear1

Gather candidate [MASK] states

2× Pre-LN global attention + ReLU FFN
complete residual layer: Fig. 2b

Gather rows of this type
keep original padded L

+
eₜ

shared type table

Path-specific final LayerNorm

22× +

GEGLU feed forward
768 → 2 × 1152 → 768

LayerNorm

+

Self-attention · 12 × 64
Q/K RoPE · local / global

LayerNorm*

Noul
K = 2 · P(yes) = p₁

Valid-candidate softmax
raw probabilities

Scalar scorer, specific to type
LN → Linear768 → GELU → Linear1

Gather candidate [MASK] states

2× Pre-LN global attention + ReLU FFN
complete residual layer: Fig. 2b

Gather rows of this type
keep original padded L

+
eₜ

shared type table

Path-specific final LayerNorm

22× +

GEGLU feed forward
768 → 2 × 1152 → 768

LayerNorm

+

Self-attention · 12 × 64
Q/K RoPE · local / global

LayerNorm*

Score
E[index], E[value] from p

Valid-candidate softmax
raw probabilities

Scalar scorer, specific to type
LN → Linear768 → GELU → Linear1

Gather candidate [MASK] states

2× Pre-LN global attention + ReLU FFN
complete residual layer: Fig. 2b

Gather rows of this type
keep original padded L

+
eₜ

shared type table

Path-specific final LayerNorm

22× +

GEGLU feed forward
768 → 2 × 1152 → 768

LayerNorm

+

Self-attention · 12 × 64
Q/K RoPE · local / global

LayerNorm*

Shared embedding LayerNorm · 768

Shared token embedding · 256000 × 768

Complete input · B × L · L ≤ 1024

Each needed encoder keeps full B × L; only interaction heads gather type rows.
571,909,635 parameters · dynamic candidates · complete 1K input

* Layer 1 attention normalization is Identity in every encoder path.


